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Project Summary

The goal of this project is to design and implement a modern, scalable digital library repository (DLR).  This repository will permanently store the digital objects that make up a library.  The DLR offers its clients a variety of services for managing intellectual property, for safeguarding information, for payment of royalties, for accounting, and for importing information from other sources.  The DLR employs a modular and distributed architecture, allowing autonomous organizations to collaborate in setting up a shared repository. To achieve these goals, research is being conducted on several fundamental problems.  These include the replication of digital objects for archiving; the management of metadata; distributed indexing mechanisms; and robust and scalable awareness schemes.  The project is also developing an architecture and interfaces for a DLR, and is implementing a prototype DLR for experimentation and evaluation of new ideas. The prototype is built on top of existing database and information retrieval technologies. The research is providing a solid understanding of how to preserve and safeguard digital information.  It is yielding insights into the options available, and their associated performance, cost, functionality, and usability.  The results will impact the ways libraries and organizations store and organize digital information in the future, leading to repositories where information of different types is better structured, managed in accordance to intellectual property laws, and available for future generations.

Publications and Products
· Brian Cooper, Hector Garcia-Molina; Creating trading networks of digital archives, JCDL Conference, Roanoke, Virginia, June 2000, to appear.

Digital archives can best survive failures if they have made several copies of their collections at remote sites. In this paper, we discuss how autonomous sites can cooperate to provide preservation by trading data. We examine the decisions that an archive must make when forming trading networks, such as the amount of storage space to provide and the best number of partner sites. We also deal with the fact that some sites may be more reliable than others. Experimental results from a data trading simulator illustrate which policies are most reliable. 

Available at http://dbpubs.stanford.edu/pub/2001-4 

· Arturo Crespo, Hector Garcia-Molina; Cost-driven design for archival repositories, JCDL Conference, Roanoke, Virginia, June 2000, to appear.
Designing an archival repository is a complex task because there are many alternative configurations, each  with different reliability levels and costs. In this paper we study the costs involved in an Archival Repository and we introduce a design framework for evaluating alternatives and choosing the best configuration in terms of reliability and cost.  We also present a new version of our simulation tool, ArchSim/C that aids in the decision process. The design framework and the usage of ArchSim/C are illustrated with a case study  of a hypothetical (yet realistic) archival repository shared between two universities. 

Available at http://www-db.stanford.edu/~crespo/publications/cost.ps
· “Archiving Digital Libraries”

In this video, we demonstrate the Stanford Archival Vault (SAV), a system which uses replication and automatic failure detection to ensure that there are always several good copies of a digital document. We also present the InfoMontor, a convenient tool for automatically archiving digital documents using the SAV without interrupting the users who are creating the documents. (Request copies of video on a CD from P.I.)

· The Stanford Archival Vault: A reliable, long-term data archive. Poster presented at the Internet Archival Colloquium, March 8, 2000.

A poster summarizing our project, presented to other researchers interested in digital archiving.

Available at http://www-db.stanford.edu/~cooperb/pubs/savposter.ppt 

· TradeSim

The TradeSim simulation system allows us to experiment with data trading policies, and evaluate the resulting reliability. Results of simulation experiments are presented in “Creating trading networks of digital archives.”

· ArchSim/C
ArchSim/C extends the previously developed ArchSim for simulating cost-based decisions in the design and configuration of archival repositories. Results of simulation experiments are presented in “Cost-driven design for archival repositories.”

· Publications from Prior Years
· Kevin Chang, Hector Garcia-Molina; Approximate Query Translation Across Heterogeneous Information Sources, VLDB Conference, Cairo, September 2000. Available at:  http://dbpubs.stanford.edu/pub/1999-38
· Brian Cooper, Arturo Crespo, Hector Garcia-Molina; Implementing a Reliable Digital Object Archive, European Conference on Digital Libraries, Lisbon, Portugal, September 18-20, 2000. Available at: http://dbpubs.stanford.edu/pub/1999-27
· Arturo Crespo, Hector Garcia-Molina; Modeling Archival Repositories for Digital Libraries, European Conference on Digital Libraries, Lisbon, Portugal, September 18-20, 2000. Available at: http://dbpubs.stanford.edu/pub/1999-23 

Project Impact
· Human resources: Three PhD students have been trained. One of them (Kevin Chang) is now an Assistant Professor at the University of Illinois, Urbana-Champain.

· Industrial Collaboration:  We continue to work with our partners at Cisco, Hitachi, IBM, and Microsoft.

Goals, Objectives and Targeted Activities
In the current year (starting October 2000) we have made the following contributions: 

· We have developed a model of cooperation (“data trading”) between autonomous archives that allows each archive to achieve high reliability while preserving local autonomy and decision making.

· We have developed algorithms for conducting trades between digital archives. These algorithms are tunable based on different policies to achieve the highest reliability. We have examined the range of options for each policy, and used a trading simulator to evaluate which policies provide the highest reliability.

· We have developed a comprehensive framework for making cost-based decisions in an archival repository. This framework builds on the results of an in-depth study of the costs involved in an archival repository.

· We have demonstrated how to effectively simulate archival repositories under a variety of constraints, such as cost. We have also demonstrated how to simulate the complex interactions of autonomous sites in a distributed archiving network. Such simulations are complex because of the long time spans involved in digital preservation.

Our plans for the future include:

· Further development of the data trading technology, to incorporate negotiation for searching/indexing and other digital library services.

· Implementation of the trading mechanism in a testbed system to identify implementation challenges and provide a working proof-of-concept system.

· Design and implementation of an automated mechanism to retrieve digital documents from external sources, such as the World Wide Web, for transfer into the digital archive.

· Develop techniques for non-centralized indexing of a peer-to-peer network of archival repositories.

Project References
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Area Background

The advancement of human knowledge critically depends on the preservation of knowledge gained in the past.  Currently, more and more of that knowledge is stored electronically, in the form of files, databases, Web pages, and programs.  Unfortunately, most of the systems that store this information are not designed for preserving information over very long periods of time, as technologies and organizations evolve.  Furthermore, the information is often stored in an un-coordinated and un-integrated fashion.  This can lead to the loss of important components of the intellectual record. An archival repository should provide a mechanism for protecting digital information from failures. A network of repositories can cooperate to preserve vital information, while preserving the autonomy of each repository. Moreover, the resource requirements of an archiving mechanism should be minimal, so that libraries and other institutions with limited budgets can effectively implement the technology. 
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Potential Related Projects

We welcome contacts from other researchers interested in collaborations. 

